
CS 224: Advanced Algorithms Fall 2014

Lecture 13 — October, 2014

Dr. Rong Ge Scribe: Vasileios Nakos

1 Overview

In the last lecture we talked about FPTAS(Knapsack),FPRAS(DNF counting) and Semi Definite
Programming(Max Cut approximation algorithm).

In this lecture we are going to speak about Learning Topic Models. This is a guest Lecture by
Rong Ge.

2 Brief Introduction

We are interested in two types of learning problems, the supervised and the unsupervised learning.
An example of the supervised learning problem is the following: given a lot of e-mails can we decide
which are spam and which not? The goal is to learn a function that determines if the e-mail is
spam or not. In other words, we have points and some possible labels and when we are given a new
data point we want to predict its label. In the unsupervised learning model there is no labeling.
So what do we do? Our input is some data x, and we want to learn the ”structure” of the data.
In fact, there is the notion of clustering in our case: points are partitioned into clusters and points
in the same cluster are consider to be somehow ”similar”.

3 Defining structure

We use a probabilistic model for this. The informal definition states that a probabilistic model is
a function that maps a parameter θ to a data distribution D(θ).
So, the simplest probabilistic model is a Gaussian variable. We just define its mean and its variance
and sample points from this distribution. Here, these two quantities play the role of θ. The
corresponding learning problem is given enough points, find mean and variance of teh distribution.

A more complicated example is the mixture of Gaussians. In this case, there are k Gaussians and
each one is chosen with some probability, and then a point is sampled from that distribution. Then,
the earning algorithm has to figure out which Gaussian it came from. The parameters here are:

• k : the number of Gaussians

• Mi, i ∈ [k]: the means of the Gaussians

• wi, i ∈ [k]: th weights of the Gaussians

We also note that Gaussians have the same covariance matrix.
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4 Learning a probabilistic model

Given polynomial number of samples from the distribution D(θ) with the unknown parameter θ,
we want to find (approximately) θ with high probability.

In the maximum likelihood method, after seeing a data sample v1, ..vn we want to pick the parameter
which is most likely to have generated this sample. In fact, we want to maximize

max
n∑
i=1

logPθ(ri)

and pick the argument that maximizes the above quantity. We note some ffacts about the maximum
likelihood method:

• For a simple Gaussian it gives the mean of the samples

• The general case is NP-hard, as you can reduct k-means to it.

But how to deal with NP-hardness? The known ways are approximation algorithms, average case
analysis, natural assumptions, or use of a heuristic algorithm. In fact our hope is to have heuristic
algorithms that work in practice but we can also analyze them under natural assumptions or
providing approximation guarantees, or doing some average case analysis.

4.1 Topic models

The goal is to learn thematic structure from large text copies. We can also use them to generate
documents. We can do some simplifying assumptions about these models.
One such assumption that we consider natural is the ”bag-of-words” assumption. In this assump-
tion we don’t care about the ordering of the words. We represent each text as a multiset of words
disregarding grammar rules and word order. The topic then is a probability distribution over words.
A document is a probability distributon over topics. A document is an n × k martix where each
column is a topic, all entries are non-zero and the each column sums up to 1. The probability that
the i-th word is chosen from topic j is the (i, j) entry.

There is a general recipe for generating documents:

1. Pick length N .

2. Pick topics W1, ..,Wk, with probability w1, .., wk respectively. wi ≥ 0,
∑k

i=1wi = 1

3. For each word ( i = 1 to N)

• Pick topic ti ∈ [k] ∼ {wi}
• Pick word zi ∈ [n] ∼ {A.,ti}.

So, there are different methods of choosing the probabilities wi, two of the most common ones
being:
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• Probabilistic latent semantic indexing (PLSI), by Christos H. Papadimitriou and Prabhakar
Raghavan and Hisao Tamaki and Santosh Vempala [2]

• Latent Dirichlet Allocation (LDA) where w ∼ Dir(a), the Dirichlet diistribution, by David
M. Blei and Andrew Y. Ng and Michael I. Jordan [3]

4.2 Non-negative matrix fatorization problem and Separability

Organize all the probabilities Pr[zi = v|document], the estimates, in this matrix. According to the
process in the previous subsection we have that,

Pr[zi = v|document] =

k∑
j=1

Pr[ti = j|document] · Pr[zi = v|ti = j] =

k∑
j=1

wjAv,j

. So, writing the above equations in matrix form we get that M = AW , where A ∈ Rn×k,W ∈
Rk×m.

In the non-negative matrix factorization problem we are given A ∈ Rn×m and we are asked to find
A ∈ Rn×k,W ∈ Rk×m with non-negative entries such that M = AW . This problem is proved to be
NP-hard.

We now consider an assumption under which the above factorization can be computed in polyno-
mial time. Donoho and Stodden in [5] gave sufficient conditions for the forementioned factorization
to be unique, but they gave no algorithm for this. Sanjeev Arora , Rong Ge Ravindran Kannan,
Ankur Moitra in [8] give the first polynomial time algorithm that assumes only one of this condi-
tions are met, namely separability.

The matrix A ∈ Rn×k is separable if for any column j in [k], there is a row aj ∈ [n] such that
Aaj , j = 1 and Aaj,l = 0 for l 6= j. This means that for any topic, there is a word that only appears
in this topic.

Suppose now that we have a matrix that is separable. Then we have the following observations,
since in the (i, j)-th entry of matrix M we will have the inner product < Ai,Wj >:

• Maj ,l =< Aaj ,Wl >= Waj ,l, for all j ∈ [k], l ∈ [m]

• Mi,j =
∑k

t=1Ai,tWt,j , for all j ∈ [m] and i ∈ [n] such that there exists no l ∈ [k] such that
i = al

We note the following lemma: We can rescale M so that rows of M,A,W sum up to 1. Using this
lemma and the above two observations we get that the rows of M are either the rows of W or are
in the convex hull of the rows of W . So, we made a reduction to the following geometric problem:
Given n points v1, ..vn that are in the convex hull of va1 , ..., vak for unknown a1, .., ak ∈ [n], we
want to find va1 , ..., vak . This problem is equivalent to the non-negative matrix factorization when
assuming the separability of A.
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We will give an algorithm that decides whether vi belongs to the convex hull of other ones. Suppose
we have removed duplicate points. Then in order to find whetherv ∈ convhull(v1, .., vi−1, vi+1, ...vn),
we just need to solve the following linear program:

Vi =
∑

j 6=i ajVj
aj ≥ 0∑

j 6=i = 1.

If it is not feasible then vi is the interior of the convex hull, otherwise it is on the convex hull. This
algorithms appears in [8].
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