
AM 221: Advanced Optimization Spring 2014

Prof. Yaron Singer Lecture 2 — January 29th, 2014

1 Overview

In our previous lecture we discussed several motivating examples for optimization in applications
that use data. Today, we will begin the first part (out of a total of three) of our course. We will
start will linear optimization, which is a special case of convex optimization (every linear function
is convex). Linear optimization is easier to explain, and some of the ideas we present here will
extend to convex optimization. Let’s start.

2 Linear Optimization

Suppose the course grade is determined as follows. The course project consists of 50% of the grade,
each one of the four homework assignments is 10% and writing the blog post is also worth 10%,
and to pass the course one must fulfill all tasks. Consider a person who is interested in optimizing
their grade in the course. Assuming that effort equals reward, how should that person divide her
time between the various AM 221 tasks to maximize her grade? There are about 120,960 minutes
in the semester, and a person is awake about 2/3rds of the time. So, we have 80,640 minutes to
spare; assignments are usually given two weeks to work on, and there are about 13,440 minutes in
which you are awake in a period of two weeks. We will make the safe assumption that homework’s
require every possible second in order to be completed, and that the blog post requires at least 30
minutes of work. Let us denote by:

• x1 the time allocated to the project.

• x2, . . . , x5 the time allocated to each of the four assignments.

• x6 the time allocated to writing the blog post.

We will therefore seek to solve the following problem:

max 0.5x1 + 0.1x2 + 0.1x3 + 0.1x4 + 0.1x5 + 0.1x6 (1)

s.t.

6∑
i=1

xi ≤ 80, 640 (2)

xi = 13, 440 ∀i ∈ {2, . . . , 5} (3)

x6 ≥ 30 (4)
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CPI CTR Conversions Traffic

Site A $0.01 0.02 0.003 4,000,000
Site B $0.01 0.01 0.002 ∞
Budget 80k 100k - -

Table 1: Marketing performance data table.

The solution in this case is easy. The person needs to spend about 27,000 minutes (about 28 days)
on her project. This optimization problem is an example of a linear program. A linear program is
a special case of convex optimization in which the function we aim to optimize is linear as are the
constraints:

max cTx (5)

s.t. Ax ≤ b (6)

To those who are unfamiliar with linear programs, the above is a simple way to state our objective:
we wish to find a vector x = (x1, . . . , xn) that respects the condition (6), so that cTx has the largest
value. The function f(x) = cTx is a linear function, which is a special case of both a convex and a
concave function.

2.1 Equivalent forms of LPs

The above from is a standard way to represent linear programs, and any linear function under
linear constraints can be represented in this way using the following conversion rules:

1. max cTx ⇐⇒ −min−cTx

2. aTx ≥ b ⇐⇒ −aTx ≤ −b

3. aTx = b ⇐⇒ aTx ≤ b ∧ aTx ≥ b

4. aTx+ s = b, s ≥ 0 ⇐⇒ aTx ≤ b

5. aTx− e = b, e ≥ 0 ⇐⇒ aTx ≥ b

2.2 Example: Linear programming in two dimensions

Let’s do a simple example to be convinced that linear optimization is interesting and useful to
explore. An online advertising agency wishes to optimize conversions (sales) for an online retailer
which wishes to advertise a product. The campaign involves placing display ads over two sites, and
giving a coupon to every person who clicks on the ad. The retailer is interested in maximizing the
number of conversions. Table 1 summarizes data typically collected from such experiments.

The first column shows that advertising on each site has a Cost Per Impression (CPI) of 1 cent.
The budget allocated for the campaign is $80,000. The second column shows the Click Through
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Rate (CTR) on each site. The CTR is the ratio between the number of people who see the ad and
the number who click on it. The retailer is willing to spend 100,000 coupons on this campaign, in
expectation. The third column shows the conversion rate on each site: the ratio between number
of people who are shown the ad and those who end up making a purchase. The last column shows
the traffic: the number of people who visit the site in the time period which we intend to run the
campaign. We can now write the linear program:

max (3x1 + 2x2) · 10−3 (7)

s.t. x1 + x2 ≤ 8 · 106 (8)

2x1 + x2 ≤ 10 · 106 (9)

x1 ≤ 4 · 106 (10)

Let’s begin by examining a few heuristic solutions and see how well they do.

Heuristic 1: Buy as many impressions on site A until exhausting traffic, and spend the
rest on site B. In this case we will buy 4 · 106 on site A and 2 · 106. The number of conversions
in this case is 16, 000.

Heuristic 2: Spend all budget on site B. In this case we will buy 8 · 106 impressions and the
number of conversions in this case too will be 16, 000.

Heuristic 3: Split budget between A and B in some arbitrary way. If we chose 2 · 106

ads on site A, and 6 · 106 on B, the expected number of conversions will be 18, 000.

So, even in two dimensions, it’s not obvious how to find an optimal solution. To get a better
understanding of what solutions to LPs look like, we will need to look at the geometry of LPs. In
the figure below we plot the constraints. Note that a solution is a point at the intersection of all
these constraints.

Definition 1 (Feasibility). Let max{f(x) | gi(x) ≤ bi, i = 1, . . . ,m} be an optimization problem
(OP).

• The set F := {x ∈ Rn gi(x) ≤ bi, i = 1, . . . ,m} is the feasible set (region) of the OP.

• A point x ∈ F is called a feasible point, and x /∈ F is an infeasible point.

• If F 6= ∅, then the OP is feasible. Otherwise, the OP is infeasible.

Definition 2 (Unboundedness). Let max{f(x) | gi(x) ≤ bi, i = 1, . . . ,m} be a maximization
optimization problem. We say that the problem is unbounded if for every α > 0 there exists some
feasible point x s.t. f(x) > α.
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2.3 Goals

Here are important questions we would like to be able to answer about linear programs (and
optimization problems in general).

1. When is an LP feasible / infeasible?

2. When is an LP bounded / unbounded?

3. What is a characterization of optimality?

4. How do we design algorithms that find optimal solutions to (bounded and feasible) LPs (and
optimization problems in general)?

3 Feasibility Certificates

As a first step, we would like to understand when an LP is feasible. That is, when is the set of
constraints non-empty? The answer to this question was answered by Gauss somewhere around
1800 for the case in which the constraints of the LP can be represented by equalities (i.e. Ax = b)
. Note that an equivalent question to whether a region is feasible or not, is whether a system of
linear equations has a solution. That is, we can encode the constrains as a matrix A and vector b
and solve Ax = b by Gaussian elimination.

Example. Does the following LP have a feasible region?
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max x1 + x2 + x3 (11)

s.t. x1 + x2 + x3 = 6 (12)

2x1 + 3x2 + x3 = 8 (13)

2x1 + x2 + 3x3 = 0 (14)

(15)

Multiplying the first, second, and third row by 4, −1, −1 respectively, we get that 0x1+0x2+0x3 =
16. Therefore the feasible region is empty, and the LP is infeasible. The certificate of infeasibility
is (4,−1,−1). For a program with a feasible region, a certificate of feasibility on the other hand, is
any point in the feasible region. That is, a solution to the system of equations.
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