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1 Overview

In today’s lecture, we’ll briefly recall the different models of influence, talk about the need for large-
scale data analysis tools such as MapReduce to cope with massive graphs; and finally introduce
some tools which will allow us to prove results about the limits of what can be computed efficiently.

2 Communication Complexity

Communication complexity aims to study the amount of communication required to be exchanged
between parties in order to perform some computation. A simple model is where there are only two
players, Alice and Bob and their goal is to evaluate a function f : X×Y 7→ Z given the parameters
(x, y). Alice is given on x ∈ X and Bob is given y ∈ Y . They communicate according to a mutually
agreed upon protocol, and in each round Alice and Bob exchange one bit each. At the end of the
exchanges, the value of the function z = f(x, y) should be computable by an external observer
who only sees the bits which were exchanged, and does not have access to either x or y. The cost
of the protocol is number of rounds required in the worst-case pair (x, y) - that is, the pair (x, y)
which results in the maximum number of rounds for the given protocol. We will be interested in
the protocol with the minimum cost. In this lecture, we shall consider only deterministic protocols.

A deterministic protocol can be visualized by a binary tree, where each edge denotes a single-bit
response from either Alice or Bob. Traditionally, we assume that Alice is the first to speak. Then
from the root, we follow the left child (resp. right child) if Alice’s first bit transmitted to Bob was a
0 (resp. 1). Depending on the previous responses, Bob decides his single-bit response – but this can
depend only on the information Bob has; namely, the parameter y ∈ Y and the bits transmitted
by Alice so far. We formalize this notion of a protocol below.

Definition 1. Protocol A protocol P over a domain X × Y and range Z is a finite-depth binary
tree where every internal node v is labelled with either a function av : X 7→ {0, 1} or a function
bv : Y 7→ {0, 1}. And every leaf l is labelled with an element zl ∈ Z.

Definition 2. Cost of a Protocol The cost of a protocol P is the height of the tree P.

Each node in the protocol is labelled either by Alice’s response (the functions av : X → {0, 1},
or Bob’s response (the functions bv : Y → {0, 1}). Note that the definition encodes the fact that
Alice’s response can only depend on her input x and the information she has received from Bob so
far. And a similar statement holds for Bob. Another important consequence of this definition is
that the final result of the computation z = f(x, y) can be inferred by an external agent not having
knowledge of x or y but who sees only the exchange of bits between Alice and Bob.
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We define the deterministic communication complexity as the cost of a minimum cost protocol for
f : X × Y 7→ Z.

Definition 3. (Deterministic) Communication Complexity The (deterministic) communi-
cation complexity for a function f : X × Y 7→ Z, denoted D(f), is the minimum cost of P over all
protocols P that compute f .

We see a straightforward upper bound on the communication complexity of any function. This is
done by noting that a simple protocol always computes f , where Alice transmits her entire input
x to Bob and Bob transmits y to Alice. Since we have to transmit values in {0, 1} in one round,
we need to at most log2 |X| bits to describe x, and similarly for y.

Proposition 1. The deterministic communication complexity D(f) for any function f : X×Y 7→ Z
satisfies

D(f) ≤ log2 |X|+ log2 |Z|

3 Combinatorial Rectangles

We will mainly be interested in proving lower bounds for the communication complexity D(f). An
useful concept to this end is that of combinatorial rectangles, simple rectangles in short. Combi-
natorial rectangles allow us to partition the input space and argue that the protocol must have
a separate leaf for each partition; thereby giving us a lower bound on the height (or cost) of the
protocol.

Definition 4. (Combinatorial) Rectangle A combinatorial rectangle in X × Y is a subset
R ⊂ X × Y such that R = A×B for some A ⊂ X and B ⊂ Y .

We see an equivalent characterization of rectangles which will be useful to us afterwards.

Proposition 2. Characterization Lemma A set S ⊂ X × Y is a rectangle if and only if

(x1, y1) ∈ R and (x2, y2) ∈ R =⇒ (x1, y2) ∈ R

Proof. (only if direction) Given a rectangle R = A × B, we immediately see that if (x1, y1) ∈ R
and (x2, y2) ∈ R then x1, x2 ∈ A and y1, y2 ∈ B. Hence, as R = A×B, we have (x1, y2) ∈ R.

(if direction) Given R that satisfies the property in the statement, define A = {x | (x, y) ∈ R}.
Similarly, define B = {y | (x, y) ∈ R}. We claim that R = A×B. Clearly, R ⊂ A×B, since, if not,
(x, y) ∈ R would imply x ∈ A and y ∈ B. Moreover, R ⊃ A×B: for any (x, y) ∈ A×B, we must
have ∃y′, (x, y′) ∈ R and ∃(x′, y) ∈ R. Using the characterization property, we have that (x, y) ∈ R
as well.

Next, we see a proposition which characterizes the set of inputs that reach a particular leaf. This set
turns out to be a rectangle. The observation would enable us to look at partitions into rectangles
in the domain and the function f independent of any protocol and bound the cost of any protocol
computing f .

Definition 5. If P is a protocol and v is a node in the protocol tree, then Rv is the set of inputs
(x, y) that reach node v.
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Proposition 3. For any leaf l of a protocol tree P the set Rl is a rectangle.

Proof. We prove that for any node v of the protocol, the set Rv is a rectangle. We argue by
induction on the depth of the node. First, for the root node v0, we have Rv0 = A × B. Next,
suppose that we have proven the result for node w, and we proceed to see why Rv is a rectangle
for v a child of w. Without loss of generality, assume that v is the left child of w; i.e. at node w,
Alice speaks and the node w is labelled with a function aw : X 7→ {0, 1}. Then, we have

Rv = Rw ∩ {(x, y) | aw(x) = 0} = (Aw ∩ {x | aw(x) = 0})×Bw

where the second equality came from the induction hypothesis that Rw is a rectangle Aw×Bw.

We observe that the set of inputs reaching a leaf l, denoted Rl is not only a rectangle, but it has
the property that f is fixed on this rectangle. This motivates us to provide the next definition,
and it immediately allows us to provide a lower bound on the communication complexity in the
following proposition.

Definition 6. Monochromatic rectangles A rectangle R is said to be f -monochromatic if f is
fixed on R.

Proposition 4. If any partition of X × Y into f -monochromatic rectangles requires at least t
rectangles, then D(f) ≥ log2(t).

Proof. Consider a protocol P which computes f . Since every leaf l corresponds to a rectangle Rl,
and every element of the domain (x, y) ∈ X × Y reaches exactly one leaf, the family of rectangles
{Rl}l∈L (where L is the set of all leaves) induces a partition of the input space X×Y into rectangles.
These rectangles are also f -monochromatic because the value of f on every element of Rl equals
label zl ∈ Z on the leaf l.

Since any partition requires t rectangles, so must also the partition {Rl}l∈L. Hence, there must be
at least t leaves in the protocol P. Thus, the height of the binary tree must be at least log2(t).
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