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1 Introduction and Background

Bucket testing or (A/B) testing: New features in applications are usually tested by using
bucket testing. The idea is to ascertain the reaction of users to a new feature by exposing a subset
of the users to it and identifying their reaction. For example, if Google was to change the way
search results are displayed or if Facebook finally decides to have a dislike button, they would
probably bucket test the feature and measure the reaction.

Network Bucket Testing: Now suppose another use case where a social application such as
social gaming or social recommendation service was to test a new feature that organically requires
a user and some of his or her network to be exposed to it. In such cases, users need to be in the test
set with a certain number of their ’friends’ or network. This is the problem the paper formalizes
and then try to analyze candidate solutions to.

The Inherent Tussle: Now, consider that you were to sample a given (presumably huge) network
from which you were to sample for to test a social feature. One way is to select the sample randomly
and the other way is to sample making sure to include users and some of their friends. In the first
method, it is hard to sample a connected network of users, in the second the randomness of the
sample is compromised. Hence, there is an inherent tussle between the randomness of a sample
and how well connected it is. This is the trade off that will be formalized in the next section.

2 Problem Formulation

2.1 Bucket Testing

Given: A graph G = (V,E), such that each node is associated with a 0-1 random variable Xu.
Each of these random variables abstractly represent the response of a node to the stimulus.

Goal: Figure out E[X], where X=
∑

u∈vXu, with as little error as possible. The sum represents
the overall response of the network to the stimulus.

2.2 Sampling for NBT

Given: A graph G = (V,E) and a budget of S nodes to sample from.

Goal: Sample nodes such that a node u is sampled with at least k number of its neighbors. Note
that this is a way of imposing the network constraint stated above.

Fringe and Core:One strategy to achieve the above is to sample (C) nodes to formulate the core
set and then for each of node u ∈ C include k neighbors to form the fringe set F.
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Here are a few observations:

Huge Fringe Set:

• If we sample the core such that no two nodes in the core can share a neighbor in the fringe
set, we get:

S = |C|+ |F | = |C|+ |C| ∗ k => |C| = S

k + 1
(1)

• In such a scenario most of the budget is ’wasted’ in the fringe set. This translates into having
less nodes for testing.

Homophily Bias:

• Now suppose we were able to sample a tight cluster such that we need a very small fringe
set. This means that most nodes in the core set are able to satisfy their fringe requirements
within the core set. This will be awesome because our fringe set is very small but now we
are faced with the homophily bias. This means that the sampled nodes are more likely to be
related to each other. This translates into an increase in variance of E[X]. So, the sampled
set is now less representative of the entire network.

The rest of the paper focuses on using random walks and some of its variants to formulate the
sample S. In doing so, the authors create an analogy between the sampling problem and the bag
of coins problem and then try to formalize the optimal walk length mathematically.

3 Optimal Walk Length

Outline of This Section

• 3.1 Problem Formulation

• 3.2 Parameter Estimation

• 3.3 Bag-of-Coins Problem

• 3.4 Optimal Walk Length

3.1 Problem Formulation

We represented a given network with a undirected graph

G(V,E) (2)

where V is the set of nodes with |V | = n and E is the set of edges. Assume the state or behavior
of each node u is modeled as a Bernoulli random variable Xu:

Xu =

{
1, w.p. pu
0, w.p. 1− pu

, pu ∈ [0, 1] (3)
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The expectation of each of these random variables Xu is just its probability for taking value 1:

E[Xv] = 1 · pu + 0 · (1− pu) = pu (4)

As introduced in the previous sections, the value that we would like to extimate for the NBT
problem is

E[X] = E[
∑
u∈V

Xu] =
∑
u∈V

pu (5)

Intuitively, this is “how many people would click on an ad” or “how many people would perticipate
in a social game”.

3.2 Parameter Estimation

How do we estimate E[X] with the testings that we run on networks? What’s the result of a test?
We can see that what we’re hoping to estimate is a function of the parameters of some random
variables X1, . . . , Xn. Every time we run the test we get a realization of these random variables,
let’s say

x = (xu1 , . . . , xu|v|) (6)

And what we want is to build an estimator as a function of these realizations to estimate the
parameter. Let’s see a small example.

Example 1 Parameter Estimation for Bernoulli Random Variable
Let X be a random variable which takes value 1 with probability p and 0 w.p. 1− p. This is like
flipping a biased coin.

• How to estimate p if we can flip the same coin n times?

• How to estimate p if we can flip n coins with the same bias p?

It’s very natural to build an estimator for both the above cases as

p̂ =
n∑

i=1

Xi/n (7)

This is a function of a bunch of random variables, which is also a random variable. Generally, what
we want for estimators are:

• Unbiased: we want E[p̂] = p

• Small variance: Var[p̂] to be as small as possible

A more technical explanation of why we want to minimize the variance — Markov’s Inequality and
Chebyshev’s Inequality.
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Markov’s Inequality If X is a non-negative integrable r.v. and for some a > 0:

P[X ≥ a] ≤ E[X]

a
(8)

This is very intuitive. A very important corollary of the Markov’s Inequality is the Chebyshev’s
Inequality:

Chebyshev’s Inequality

P[|X − E[X]| ≥ ε] ≤ V ar[X]

ε2
(9)

This basically says that the probability for the estimator to be very off is controlled by the variance
of the estimator, as we assume unbiasedness.

The ideal estimator that we can get is an MVUE: minimum-varialce unbiased estimator — you
cannot beat this and get any bettter. For general statistical inference problems, this is very difficult
to derive and there are many theorems on how to reduce the variance of estimators. Back to the
previous example:

Example 2 Parameter Estimation for Bernoulli Random Variable
For the estimator that we just built:

p̂ =

n∑
i=1

Xi/n (10)

Is it unbiased? It’s easy to see that

E[p̂] = E

[
n∑

i=1

Xi/n

]
=

n∑
i=1

E[Xi]/n = np/n = p (11)

Thus the estimator is unbiasesd. Great. How about the variance? Since the variables are indepen-
dent we know

V ar [p̂] =

∑n
i=1 V ar[Xi]

n2
=
p(1− p)

n
(12)

Thus the greater n, the smaller the variance of the estimator is.

3.3 Bag-of-Coins Model

3.3.1 A Finite Number of Types

Now we know what we want: build an estimator of E[X] =
∑

u∈V pu that has the least possible
variance. Since we know how many nodes that we have in all, it’s more intuitive to look at the
average,

E[X]

|V |
=

∑
u∈V pu

|V |
(13)

which is the average rate of participation. How many different values can pu’s take? Since the set
V is discrete, there can be at most |V | different pu’s. It is good news that there can only be a finite
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number of different pu’s.

Assume that there are m different pu’s, where m ≤ |V |. We call these different probabilities m
types p1, . . . , pm. Let’s denote fi as the fraction of all nodes that are of type i where

∑m
i=1 f1 = 1.

What we’re hoping to estimate can now be written as:

E[X]

|V |
=

m∑
i=1

fipi , p (14)

Let’s keep abusing notation and denote this as p an estimator of it as p̂.

3.3.2 Unbiased Estimator

Suppose we are given a test set T = C ∪F , what’s the most natural and intuitive way to build the
estimator? Why don’t we just compute the empirical mean of the nodes in the core set

p̂ =
∑
u∈C

Xu/|C| (15)

This can be shown to be unbiased as long as the core set C is drawn uniformly. Now the problem
is how to construct a good core set C. (Given C of proper size, constructing the fringe set F is
trivial — just add the neighbors).

As we discussed in section 2, choosing nodes randomly would result in wasting a lot of nodes
in the fringe set, which is inefficient. However, picking a single tight cluster would result not work
either since it would not represent the whole graph well because of local homophily bias.

Thus we want to choose a number of clusters (say s) with each of them big enough (with size
t s.t. st ≤ k which is our budget) to guarantee some level of efficienty, and also have enough of
them to be able to represent the whole network well. It is unknown whether choosing a number of
clusters is the optimal way or whether there exists an optimal cluster size, but let’s assume this is
the case and we propose a model to derive the optimal size of each cluster.

3.3.3 Bag-of-Coins Model

Suppose we have s clusters with cores: C1, ..., Cs and fringes F1, ..., Fs each of size t |Ci ∪ Fi| = t.
For our network, it is unknown for each cluster size t, generally how many nodes would be in the
fringe set and therefore is “wasted” but we know that is should be sublinear and let’s just call it g(t).

Now the problem looks like this: we are going to pick s clusters of nodes, in which the nodes
have similar distributions — this is similar with picking s bags of coins, in each of the bags the
bias of the coins are similar but we can only flip t− g(t) of them.

This is still too difficult to deal with. Let’s now further simplify the problem as the bag-of-coins
problem where we have m types of bags, and the coins in each bag all have the same bias: pi,
i = 1, . . . ,m. For each type there are many bags of different size, for instance, we have type i bag
of size 1, 2, ..., let’s say up to k which is our budget. They’re all mixed up so that we cannot see
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the type of each bag but we know the size of each bag. Also, for each bag of size t, g(t) of the coins
in it would be wasted. Now how do we choose the bags — which size t is optimal?

3.4 Optimal Walk Length

Again for optimality we mean to minimize the variance. For the bag-of-coins model, we can actually
compute the variance of our estimator (the same one discussed above, which is unbiased).

2 Types Let’s first start with the most simple case of having only two types p1 and p2 with the
same population f1 = f2 = 1/2.

Note that there is a huge abuse of notation in the paper: the variables Xj are recycled and used
to denote the number of heads that we observed in the jth bag. Here we follow the same notation
so people would understand.

Another thing worth noting is that we use the total number of heads

X =
s∑

i=j

Xj (16)

in the derivation instead of the average probabibily for a head to appear. This might look the same
but it can be tricky if t̃ = t − g(t) is different for each bag (which is generally true for our NBT
problem).

Let’s proceed to compute the variance V ar[X] =
∑s

j=1 V ar[Xj ]? Denote it as Z for convenience

for a while, and say Z1 is the number of heads we get for flipping t̃ coin of bias p1 (type 1) and Z2

is the number of heads we get from flipping t̃ coins of type 2. The variance can be computed as

V ar[Z] = E[Z2]− E[Z]2

= . . .

= 1/2V ar[Z1] + 1/2V ar[Z2] + (E[Z2]− E[Z − 1])2/4 (17)

The variance and expectation of Z1 can easily computed, and we get an expression of V ar[Z] which
is V ar[Xj ], which can be used to derive V ar[X]. After some very complex derivation, we can get
an expression of

f(t) =
V ar[X]

E[X]2
(18)

which is a function of k, t, p1, p2 and the number of wasted points g(t). Set the derivitive to zero
(if g(t) is well behaved so we’re able to), we can get the optimal t s.t. f(t) is minimized.

The paper derived the optimal number of t for some simple cases of g(t) (for instance g(t) is
constant for all t) and also for general form of g(t). Please refer to the paper for detailed derivation

Multiple Types The derivation for two types can be easily extended to multiple types. For r.v’s
Z and Y , we know what is called The Law of Total Variance

V ar[Z] = E[V ar[Z|Y ]] + V ar[E[Z|Y ]] (19)
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Similarly, we can derive

f(t) =
V ar[X]

E[X]2
(20)

for this case and set the derivitive to zero to get the optimal size t.

3.4.1 Analogy Between NBT and Bag-of-Coins

Item Network Bucket Testing Bag-of-Coins

k number of nodes we can afford number of coins we can choose
s number of clusters number of bags that we pick
t size of each cluster number of coins within each bag
g(t) number of coins ”wasted” in the fringe set number of coinc wasted that we cannot flip
pi prob. for type i node to take value 1 bias for coins in type i bag

We also have the same estimator for both problems and the goals are both minimizing the variance
of the estimator. The only difference is that for the bag-of-coins problem all coins within the same
bag have the same bias but all the nodes within a small cluster may behave similarly but there is
no guarantee that they are identical.

4 Algorithms — Constructing the Bags of Coins

I guess this finishes the discussion about optimal bag size, which is analogous to the optimal cluster
size that we should choose. However, for the bag-of-coins problem the bags are all given, but for
our network we need to pick the coins for each bag even we know how big a bag we should have.

Baselines Intuitively, how do we select nodes for these small connected groups of nodes?

• Isolated Sampling
For each “cluster” of nodes, sample nodes for the core set randomly and then pick d nodes for
each of them to get t nodes in all. This is no better than picking all k nodes independently.

• Unweighted Random Walk
So we want each cluster to be a small group of interconnected nodes to increase our efficiency.
It is very natural to think about walk-based methods. Suppose the first node we randomly
selected is u, we want something that’s close by so it’s natural to consider the neighbors of u
first so the walks on the graphs comes in naturally.
The 2nd baseline algorithm is to do an unweighted random walk on the graph starting at
some randomly picked node u to form the core set then add necessary nodes into the fringe
set to satisfy the degree requirement. There are potentially two problems with this method:

– The probability for each node to be selected is proportional to its degree — biased

– It’s indeed easier (than the completely random regeime) to get more connections within
the core set — nodes are close to each other. However we want to do better

• Metropolis Sampling Random Walk
At u, choose a node v at random. Saty at u w.p. nu/nv if nu < nv, so that all nodes appears
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with the same probability. This would result in fewer unique nodes to be selected, which is
not good either.

Proposed Algorithms
In order to do a better job than the baselines, we need to get:

• Uniformity within a small group of connected nodes

• Highly inteconnected core set for high efficiency

Three algorithms are proposed in this paper:

• Alg. 1: Weighted Walks
Reweight the incoming and outgoing edges such that∑

u

wu,v =
∑
v

wu,v = 1 (21)

This is ideal — but this is infeasible for many graphs. Instead, an iterative apporoch of
updating the incoming and outgoing weights is used, which would converge to such a set of
weights if they exist.

• Alg. 2: Weighted Triangle-Closing Walk
Alg. 1 is uniform and has low-multiplicity, but is still not efficient enough — we want to bias
the walk towards closing triangles — favor s → u → v if (s, v) ∈ E. It’s natural to multiply
the weight by some α > 1 for such cases, however, the non-uniformity problem comes in
again: nodes of higher degrees are favored.

• Alg. 3 Uniformized Triangle-Closing Walks
Finally a way to learn a distribution over predecessor nodes as it is updating the weights on
the edges is proposed. It is still assumed that there are different weights wu,v associated to
the edges, but for nodes in a walk is like u0, u1, . . . , ui, we would select the next node v with
prob. proportional to

1 + α1(ui−1, v) ∈ E)wu1,v (22)

For notational simplicity: wx,y,z going from y to z given it comes from x. This will result
in a stationary distribution (not sure), provides a way to get that stationary distribution
iteratively on page 622 of the paper.

5 Results

5.1 Data Set and Setting:

For experimental evaluation of the presented algorithm, the authors use a small subset of facebook
users. The users are divided based on two identifiers:

• Country (One of 4)

• Degree Quartile
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5.2 Experiments

Two sets of biases: 0.4, 0.5, 0.6, 0.7 and 0.04, 0.05, 0.06, 0.07 are assigned to these nodes based
on their group. They then try to figure out the value of the population mean. They repeat the
experiment 1 million times and report the variance.

5.3 Insights

• The variants of their methods perform better than the rest.

• The probability of ending up in the same type of node as that of the starting node does
not decrease as rapidly as expected with the number of hops, hence, restarts are essential to
ensure good sampling.

6 Questions and Discussion

Strengths

• Formalized the Network Bucket Testing Problem

Fundamental Assumptions

• Interested in the average — the effect is always linear? Phaset transition?

• d neighbors are necessary?

• Other methods than walk-based sampling?

• How does the network structure influence the buckete testing problem?

– Assuming that d of u’s neighbor has to be in the test set for u to be relevant.

– Other thoughts? (Discuss here or in the Questions and Discussions part?)

∗ A user might not have as many as d neighbors — non-uniformity

∗ The d neighbors might not have as many as d neighbors — not reliable enough

∗ Penalizing the portion of a user’s neighbors that are not in the test set, etc...

• How do we sample with a given budget k

– Random sampling v.s. compact cluster — uniformity v.s. efficiency
(both are important for decreasing the variance of the estimator)

– Other thoughts? Walk based sampling — tradeoff between the two. Baselines:

∗ Unweighted walk — not uniform

∗ Metropolis sampling random walk — stalls a lot

– Assuming walk-based sampling, two more problems

∗ Optimal Walk Length — see 2.4

∗ How to Walk? — see 2.5
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