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1 Summary of the Paper

With the growing popularity of online social networking sites, there has been an increased amount
of interest in the last decade in understanding how information propagates in a social network. A
particular algorithmic question in this regard that has gained a lot of attention from the computer
science community is that of influence maximization, where the goal is to identify a small set of
individuals in a social network, who when initially targeted, will cause maximum spread of influence
among users in the network. While there has been much work in the past few years in designing
efficient algorithms for this problem, most of these methods work in a no-noise setting, where it is
assumed that accurate quantitative information about the influence that an individual exerts on his
neighbors in the network is available to an algorithm. However, in practice, the strength of influence
of individuals in a social network needs to be estimated from data of user interactions/reports, and
is hence prone to a lot of noise; this raises the question of how susceptible existing influence
maximization techniques are to the presence of noise in the social network.

This paper makes an attempt to study the above question formally. The authors begin by giving an
example of a setting where a small amount of noise in the influence strength measurements can lead
to any influence maximization algorithm yielding suboptimal performance on the network. They
then introduce a framework for measuring stability of an influence maximization problem under
noise via maximizing an objective that involves a difference of two influence functions (termed
as the ‘influence difference’ objective); they claim that this objective function is (non-monotone)
submodular for the linear threshold and independent cascade influence models, and thus can be
efficiently optimized (up to a constant approximation factor). Using the solution to this optimiza-
tion problem, the authors derive approximation guarantees on the performance of any influence
maximization algorithm under the given influence models, and empirically validate their results on
synthetic and real-world social network data with varying amounts of noise.

We wish to note that the proof of the main theorem in the paper has a critical error. In
particular, it can shown that even in simple settings involving the linear threshold or independent
cascade model, the influence difference maximization problem described above is not submodular,
and hence it is not clear if the algorithm prescribed for solving this problem enjoys meaningful
theoretical guarantees in general.

Organization. We begin by explaining the basic problem setting in Section 2, and describe the
influence difference maximization problem introduced in this paper to measure the stability of a
given influence maximization problem. In Section 3, we outline the main theoretical results in this
paper, and in Section 4 point out an error in one of the crucial proofs in the paper. In Section 5,
we highlight possible follow-up questions that arise from this work.
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2 Problem Setting

Notations. We start with a directed network G = (V,E) with a set of vertices V and a set of edges
E ⊆ V 2, where a vertex represents an individual/user in a social network, and an edge represents a
social link between two users. Each edge (u, v) ∈ E in the network is associated with an underlying
weight/parameter θ′uv ∈ [0, 1], which captures the strength of influence of user u on user v; while
the true parameter θ′uv for an edge is unknown in practice, what is available to us is an estimate
θuv ∈ [0, 1] of the parameter. Assuming a certain model of influence in the network, such as say
the Linear Threshold (LT) model or the Independent Cascade (IC) model, and given a seed set
of users S ⊆ V of size k who are initially influenced, we shall use σθ(S) to denote the expected
number of users who eventually get influenced under a model with parameters θ = (θuv)(u,v)∈E , and
σθ′(S) to denote this influence function under a model with parameters θ′ = (θ′uv)(u,v)∈E . Also, let

A∗ ∈ argmaxS⊆V,|S|=k σθ(S) and Â ∈ argmaxS⊆V,|S|=k σθ′(S) be respectively the optimal solutions
for the true and estimated parameters.

Problem formulation. We shall next consider an influence maximization algorithm that finds an
initial subset of users who when targeted will cause maximum spread of influence in the network
under a given influence model; our goal is to then understand how this algorithm when maximiz-
ing influence in the network using the estimated parameters θ performs with respect to the true
parameters θ′. More specifically, given an instance of influence maximization, I = (V,E, θ, θ′, k),
under a certain influence model, our goal is to determine if I is stable or not, and in particular,
bound for any solution A ⊆ V (of size k) returned by the algorithm using the estimated parameters
θ, the difference σθ′(Â) − σθ′(A) between the optimum value of the ‘true’ influence function (over
all subsets of size k) and its value on A.

Related work. While there has been a couple of previous works that address the problem of
influence maximization under noise, these works assume random perturbation models, where the
noise on the parameter on each edge is generated randomly from a certain distribution and is
independent of the noise on the other edges; as the authors of the current paper point out, such
independent random perturbation models make very little difference to the LT and IC models, as
the random noise can essentially be absorbed into the parameters of these influence models. The
authors therefore propose an alternate adversarial perturbation model, and as we shall see next,
give an example of an influence maximization problem which is highly susceptible to even small
amounts of perturbation.

An example setting where parameter perturbations can lead to suboptimal solutions.
Consider an influence maximization problem under the IC model, where we have a network with
two disjoint cliques of n nodes each, with the estimated parameters being 1/n for all edges, and
we are interested in picking the single-most influential node in the network (k = 1). One can
easily see that every node in the network will be equally influential; suppose that the node picked
by an influence maximization algorithm is one in the first clique. On the other hand, if the true
parameters for each node in the first clique happen to be slightly less than 1/n, and that for each
node in the second clique happen to be slightly greater than 1/n, it can be shown by application of
standard results in random graph theory, that under the IC model, the expected number of nodes
which get influenced on picking a node from the first clique is only O(log n), while that on picking a
node form the second clique is as high as Ω(n); clearly, the initial choice of our algorithm (using the
estimated parameters) of picking a node from the first clique was suboptimal, despite the estimated
parameters being close to the true parameters.
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We next describe the adversarial perturbation model considered in this paper.

Adversarial perturbation model. Assume that for each edge (u, v) ∈ E, we are given an interval
[lu, rv] of permissible parameter values for the edge, and let Θ = ×(u,v)∈E [lu, rv] denote the set of
all such parameter settings. In the adversarial perturbation model considered in this paper, the
true parameter values θ′ for the given network can be any setting in Θ. It is worth noting that the
influence function σθ′(S) computed on a fixed subset of vertices S ⊂ V is maximum when θ′ has all
edge weights set to their highest possible values, while the influence function is minimum when θ′

has all edge weights set to their least possible values; let us denote the respective parameter values
as θ+ and θ−.

Influence difference maximization problem. As mentioned earlier, given a solution A of an
influence maximization problem (obtained using the estimated parameters), the goal of this paper
is to provide guarantees on the difference between the optimum value of the true influence func-
tion σθ′(Â) and it value on A. The authors propose to accomplish this by solving the following
optimization problem that aims to find the maximum difference between a given ‘estimated’ influ-
ence function and the ‘true’ influence function over all true parameter settings, and over all initial
subsets:

max
S⊆V,|S|=k

max
θ′∈Θ

|σθ(S) − σθ′(S)|. (1)

Recalling that σθ′(S) is maximum when θ′ = θ+ and minimum when θ′ = θ−, it is easy to see that
the above optimization problem can be solved by instead solving the following two problems:

max
S⊆V,|S|=k

|σθ(S) − σθ+(S)|; max
S⊆V,|S|=k

|σθ(S) − σθ−(S)|.

In particular, given two parameter settings θ, θ′ ∈ Θ, with θ ≥ θ′ (coordinate-wise), define

δθ,θ′(S) = σθ(S) − σθ′(S) (2)

Then, we can solve Eq. (1) if we are able to solve the following problem

max
S⊆V,|S|=k

δθ,θ′(S) (3)

The authors term the above optimization problem as the influence difference maximization (IDM)
problem.

In the next section, we shall see how the solution to the IDM problem can be used to provide
approximation guarantees for a solution to the original influence maximization problem; we shall
also see that the authors claim of the IDM objective being (non-monotone) submodular for the
LT and IM influence models is incorrect, making it unclear if the algorithm prescribed by the
authors for optimizing this objective (which crucially requires submodularity of the objective) has
meaningful theoretical guarantees in general.

3 Main Results

The principal motivation for studying the IDM problem is the following: whenever the objective
value of the IDM is “small”, the seed set found by the influence maximization algorithm for the
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observed parameters can provide useful guarantees even for the unobserved parameters. Let us
formalize make the notion of “small” precise and see how we can provide useful guarantees even
for the case of unobserved parameters.

Recall the following parameter settings :

• θ is the observed vector of parameters and σθ is the resulting influence function. Let A∗

be the optimal seed set of size k. Let A be the seed set returned by the standard greedy
algorithm for submodular maximization with cardinality constraint. Then,

σθ(A) ≥
(

1− 1

e

)
σθ(A

∗) (4)

• θ′ is the true vector of parameters and σθ′ be the associated objective function. Let Â =
argmaxS⊆V,|S|=kσθ′(S)

• θ+ is the vector with largest possible parameter values and σθ+ is the associated objective
function.

• θ− is the vector with smallest possible parameter values and σθ− is the associated objective
function.

Suppose we can solve the IDM problem approximately and solving the IDM with parameters θ+

and θ has revealed the following :

∀S ⊆ V, |S| = k, δθ+,θ(S) ≤ α+σθ(A) (5)

Moreover, explicit evaluation of the IDM objective with parameters θ, θ− and set A gives the
following :

δθ,θ−(A) = α−σθ(A) (6)

Note that 0 ≤ α− ≤ 1, whereas α+ can be any positive real number.

The following theorem provides a guarantee on how the seed set A performs with respect to the
unobserved set of parameters.

Theorem 1. σθ′(A) ≥ (1−α−)(1−1/e)
1+α+(1−1/e)

σθ′(Â)

Proof.

σθ(A
∗) =

(
σθ(A

∗)− σθ(Â)
)

+
(
σθ(Â)− σθ′(Â)

)
+ σθ′(Â)

≥
(
σθ(Â)− σθ+(Â)

)
+ σθ′(Â)

≥ −α+σθ(A) + σθ′(Â) [Using equation 5 for subset A]

Combining the previous result with equation 4, we can bound σθ(A) in terms of σθ′(Â) as follows

σθ(A) ≥ 1− 1/e

1 + α+(1− 1/e)
σθ′(Â) (7)
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Now,

σθ′(A) = (σθ′(A)− σθ(A)) + σθ(A)

≥ (σθ−(A)− σθ(A)) + σθ(A)

= (1− α−)σθ(A)[Using equation 6]

≥ (1− α−)(1− 1/e)

1 + α+(1− 1/e)
σθ′(Â)[Using equation 7]

Hence proved.

The above theorem indicates that whenever the values of α− and α+ are small enough, the seed set
computed with respect to the observed parameters can provide useful guarantees even with respect
to the unobserved parameters.

4 Error in Proof

The authors claim that the objective function of the influence difference maximization problem is a
non-monotone submodular function. However, this is not true in general as we show by exhibiting
a counter-example where the objective fails to be submodular. But before presenting the counter-
example, let us first see where the proof of the authors goes wrong.

The authors use the triggering set technique to compute the influence of any seed set A in a
graph. The triggering set technique consists of generating a random graph G according to a
specific distribution (edge (u, v) is present independently in the graph with probability θu,v) and
then computing RG(A), the set of all reachable nodes in the graph G from set A. Therefore, given
two parameters θ, θ′ such that θ ≥ θ′

δθ,θ′(A) = σθ(A)− σθ′(A) = EG[|RG(A)|]− EG′ [|R′G(A)|] (8)

Since the distributions of G and G′ are determined by the two different sets of parameters, they
can be very different. However, the authors observe that the two distributions can be coupled
together. Remember that, for each edge (u, v), we have θu,v ≥ θ′u,v. Now the coupling of the two
distributions is done as follows : for each edge (u, v), generate a random variable Xu,v uniformly
at random between [0, 1]. There are three cases to consider :

1. Xu,v ≥ θu,v ⇒ (u, v) is absent in both the graphs.

2. θ′u,v ≤ Xu,v ≤ θu,v ⇒ (u, v) is present in G but not in G′.

3. Xu,v ≤ θ′u,v ⇒ (u, v) is present in both the graphs.

This gives a joint distribution D over both the graphs (G,G′). Note that D(G,G′) = 0 unless
E(G′) ⊆ E(G). It can be easily verified that the marginal distributions of both the graphs satisfy
the original distribution. Now we can rewrite equation 8 as
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δθ,θ′(A) = E(G,G′)∼D
[
|RG(A)| − |R′G(A)|

]
= E(G,G′)∼D

[
|RG(A) \R′G(A)|

]
Since E(G′) ⊆ E(G)

= E(G,G′)∼D [ρ(A)]

Here ρ(A) = |RG(A)\R′G(A)|. The authors claim that ρ(·) is submodular as long as E(G′) ⊆ E(G)
(Lemma 6) and δθ,θ′(A) being a convex combination of submodular functions must be submodular.
However, we next demonstrate an example which shows that ρ(·) need not be submodular.

4.1 ρ(·) is not submodular

Consider the graph shown in figure 4.1. Here G is the graph with solid black lines and G′ is the
graph with solid grey lines. For any set S define ∆R(S) = RG(S) \RG′(S). Then ρ(S) = |∆R(S)|

Figure 1: Counter-example to Lemma 6

Let S = {X} and T = {X,Y }. If ρ(·) were submodular, then we must have the following ρ(S ∪
{V })− ρ(S) ≥ ρ(T ∪ {V })− ρ(T ). However, note that

• ∆R(S) = {A, Y, V }

• ∆R(S ∪ {V }) = ∅

• ∆R(T ) = ∅

• ∆R(T ∪ {V }) = ∅

Therefore, we have −3 = ρ(S ∪ {V })− ρ(S) ≤ ρ(T ∪ {V })− ρ(T ) = 0, which is a contradiction.

4.2 δθ,θ′(·) is not submodular

In fact, we can easily extend the example presented before to come up with an instance of the IDM
problem where the objective δθ,θ′(·) is not a submodular function. The graphs G and G′ are same
as before. The parameter θ for G takes value 1 for all the edges. For graph G′, θ′A,V = 1 and
θ′A,Y = 0.9. Now,

∀A, δθ,θ′(A) =
∑

{(G,G′):E(G′)⊆E(G)}

Pr[(G,G′)]ρ(A) =
1

10
ρ(A)
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Since ρ(·) is not submodular, it follows that δθ,θ′(·) is not submodular in general.

5 Discussion

1. Since the objective function of the IDM problem is not submodular in general, it is not clear
if the prescribed greedy algorithm for solving this problem enjoys any approximation guar-
antee. There are essentially two approaches to go from here: (a) explore characterizations
of parameter settings under which the influence difference objective function is indeed sub-
modular, or (b) explore approximation algorithm for solving the IDM problem that do not
require submodularity of the objective function.

2. In the current paper, the authors study an adversarial perturbation setting, where the adver-
sary is allowed to choose the true parameters within a certain restricted range of values. On
the other hand, a model where the true parameter is an independent random perturbation of
the observed parameter does not add much value to the IC or LT model (since, as pointed out
by the authors, such independent noise models will usually have little effect on the expected
performance of the influence maximization algorithm). One interesting model to study is to
assume that the noise on adjacent edges in the network are correlated (and not independent).
This also captures the homophily bias observed in social networks: neighboring nodes tend
to either over-report or under-report their influences in unison.

3. A possible variation of the current problem would be one where there is a budget on the
amount of resources that one can invest for influence maximization. In particular, when a
instance of the influence maximization problem is known to be unstable, a certain amount
of effort/cost will have to be invested in obtaining more accurate estimates of the influence
parameters; however, this might reduce the amount of resources left over for influencing the
initial seed set of users in the network. Therefore, in order to obtain accurate estimates of
network parameters, we might have to settle with a smaller seed set, and hence possibly with
lesser spread of influence in the network. An interesting problem to study would be to look
at the right trade-off between the cost of obtaining accurate estimates of network parameters
and the cost of having a large seed set of network users.

4. In this paper, the authors have assumed that the spread of influence in the network follows a
specific model (IC or LT) and investigated the effect of noise on the parameters of the model.
At a more fundamental level, our initial assumption about the underlying influence model
might be incorrect. It will therefore be interesting to study susceptibility of a given influence
maximization algorithm to incorrect assumptions about the underlying influence model.
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