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1 Overview

In today’s presentation, we will discuss Katzir, Liberty, and Somekh’s “Estimating Sizes of Social
Networks via Biased Sampling” (WWW 2011), which develops a method to estimate the sizes of
social networks.

2 Birthday Paradox

The Birthday Paradox is a canonical problem in probability theory - it arises from the surprisingly-
high probability of two people sharing a birthday even with a relatively small number of people.
Although it is quite simple to compute the exact probability of at least two people in a group of
k people sharing a birthday, which is calculated as follows (assuming that there are 365 days in a
year and that all birthdays are equally likely):

k∏
i=1

(
1− i

365

)
(1)

We can compute an approximation (the number of collisions C) to the actual probability using a
set of r uniform samples as follows:

C ≈ r2

2n
. (2)

Note that the fact that the sampling is done uniformly is crucial for this to work, as we will see in
a later section.

For example, in the set X = {1, 2, 3, 1, 1}, there are three collisions (x1 = x4, x1 = x5, and x4 = x5).
But we immediately see why this is applicable to our setting by rearranging the equation above.
Given an observed value of C and r uniform samples, the total population size n can be estimated
by the following:

n ≈ r2

2C
, (3)

where n = 365. Using collision counting to estimate the total population size (as can be done
by rearranging the equation for the birthday paradox estimate) can give a good approximation to
n when r = const ∗

√
n. This paper uses a similar concept to this approximation and develops

techniques for counting collisions to estimate the sizes of social networks.

1



3 Sampling from a Social Network Graph

There are two primary ways to sample from the graph of a social network. The first is via a
technique called sampling from the stationary distribution on the graph. This is done as follows:
one starts with an arbitrary node and then moves to a random (uniformly-chosen) neighboring
node; after a sufficiently large number of steps, the probability of being at a given node is di

D ,
where di is the the degree of that node and D is the sum of all node degrees in the graph. The
second way of sampling is called uniform sampling. As the authors suggest, one way to arrive at a
uniform sample is to perform rejection sampling on a set of nodes first sampled from the stationary
distribution, keeping nodes with probability 1

di
and rejecting with probability 1− 1

di
. Another way

to sample uniformly is if we have a way to identify nodes by some identifier (e.g. we know that all
nodes are represented by 32-bit IDs and we can run rejection sampling on the space of all IDs -
this was one of the techniques used in (Gjoka et al. 2010)).

These two sampling methods will require different estimators to achieve results consistent with the
results as discussed in the paper.

4 Collision Counting

Given r samples {x1, ..., xr} selected independently from the stationary distribution of the general
undirected graph of the social network, each node vi is sampled with pi = di/D where di is the
degree of node vi and D =

∑n
i=1 di is the sum of all node degrees in the graph. Let Yi,j = 1 if

xi = xj and 0 otherwise. The estimator based on collision counting is defined as:

n̂ =
Ψ1Ψ−1

2C
(4)

where

Ψ1 =

r∑
i=1

dxi, Ψ−1 =

r∑
i=1

1/dxi, C =
∑
i<j

Yi,j . (5)

C, Ψ1 and Ψ−1 can be estimated by sampling such that

E[C] =

(
r

2

) n∑
i=1

p2i , E[Ψ1] = rD

n∑
i=1

p2i , E[Ψ−1] =
rn

D
. (6)

As the authors explain, the intuition for this estimator is that if C, Ψ1 and Ψ−1 are close to their
expected values, then n̂ ≈ n.

On the other hand, if the nodes are sampled uniformly, then we must use a different estimator
(analogous to the one used for estimating collisions in the Birthday Paradox problem):

n̂ =
r2

2C
(7)

With uniform sampling, the authors estimate that they would require about �n samples to get an
accurate estimate and with sampling from the stationary distribution, they would require about
n

1
4 log n samples.
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5 Non-unique Element Counting

Another estimator (which as we will see in the following does not substantially differ from the
collision counting estimator experimentally) counts the number of non-unique elements rather than
the number of collisions. Returning to the example of the set X = {1, 2, 3, 1, 1}, there are two
non-unique elements (x4 and x5). We denote the number of non-unique elements by C̃Thus, the
estimator is defined as the (unique) solution to the fixed-point equation:

ñ = r − C̃ +
ñ

Ψ−1

r∑
i=1

1

dxi

(
1− dxiΨ−1

ñr

)r
(8)

6 Experimental Results

6.1 Synthetic Data: Zipfian Distribution

The general form of the Zipfian distribution probability density function is

p(x) =
x−α+1

ζ(α+ 1)
, (9)

where ζ is the Riemann zeta function. The authors generate a random graph with a degree distri-
bution given by the Zipfian with parameter α = 2 and maximal degree 1,000. They also suggest
that they could use other power law distributions (such as the Exponential, Double-Pareto, etc.)
for the degree distribution. They conclude that, for a given number of samples, the absolute error
is much smaller using sampling from the stationary distribution than sampling uniformly,and the
two estimators (counting collisions and counting non-unique elements) produce very similar results.

6.2 DBLP Data

The authors consider the DBLP (Digital Bibliographic Library Project) data, which can be used
to construct a co-authorship network for computer science papers. In this network, an edge is the
co-authorship of at least one paper. Omitting authors that had no co-authors, they find results
similar to those for the synthetic data. Since the total size of the graph is known (similarly to the
synthetic data, they are able to evaluate the performance of their estimators precisely).

6.3 IMDB Data

The authors use IMDB (Internet Movie Database) data, which has data on actors and actresses
(in addition to directors, producers, crew, etc.). An edge in the social network is defined as joint
participation in a movie or television episode. The results, again, are similar to both the synthetic
data and the DBLP data, and, since the graph is completely known, they are able to determine
how well their estimators perform.
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6.4 Facebook Data

The authors use data collected in (Gjoka et al. 2010) to evaluate the performance of their estimators
both on a subnetwork of Facebook users and on the entire sample. They find that they are able to
achieve results similar to official reports of the number of Facebook users.

7 Discussion Questions

There are a number of discussion questions that arise after reading the paper. As a start, we present
the following:

• What is a good sample size when we don’t know anything about the size of the network?

• How can external data (e.g. demographics, data from other social networks) be integrated
with data about the network structure to reduce the complexity of finding the size?

• How do budget or time constrains on the number of queries impact the results? How about
depth-limited crawls?

• How can one estimate the number of double accounts (or alternatively classify who is a
“real”user on the network based on a sample of the nodes?

• How can one estimate the number of active users on a social network? (It would seem like
social networks such as Facebook care a lot about active users).
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