
CS 284r: Social Data Mining (Fall 2014)
Problem Set 1

Instructions: Solutions are due on Monday, October 27th, 2014, 11:59:59 EDT. All your solutions
should be prepared in LATEX and the PDF and .tex should be submitted to Anudhyan. For each question,
the best and correct answers will be selected as sample solutions for the entire class to enjoy. If you
prefer that we do not use your solutions, please indicate this clearly on the first page of your assignment.

1. Properties of Submodular Functions.

a. Recall that for a finite set N , a function f : 2N → R is defined to be submodular if ∀S, T ⊆ N ,
such that S ⊆ T and ∀u ∈ N \ T , the following holds:

f(S ∪ {u})− f(S) ≥ f(T ∪ {u})− f(T )

Prove that any non-negative submodular function is also subadditive, i.e. if f : 2N → R≥0 is
submodular then f(S ∪ T ) ≤ f(S) + f(T ) for any S, T ⊆ N .

b. Prove that a function f : 2N → R≥0 is submodular if and only if for any S, T ⊆ N the marginal
contribution function fS(T ) = f(S ∪ T )− f(S) is subadditive.

2. Approximate Oracles. Recall the greedy algorithm for maximizing a non-negative monotone
submodular function described below.

Algorithm 1 Greedy Algorithm

1: Set S = ∅
2: while |S| < k do
3: S ← S ∪ argmaxa∈NfS(a)
4: end while
5: return S

For a given α < 1 and set S ⊆ N we will say that f̃S is an α-approximate marginal oracle if for any
T ⊆ N we have the guarantee that αfS(T ) ≤ f̃S(T ) ≤ fS(T ), for a given constant α < 1. Prove that
a greedy algorithm like the one above which uses an α-approximate marginal oracle in every iteration
in line (3) provides a 1− 1/eα approximation to the optimal solution.

3. Estimation of Marginal Influence using Chernoff Bounds. Recall that the algorithm for
submodular maximization we used in class assumed that we can evaluate the marginal contribution
f(S ∪ v) − f(S) exactly for any S ⊆ V and any v ∈ V . As we’ve seen in class, our representation
of the Independent Cascade process as an influence maximization function f required summing over
exponentially many coverage functions and therefore evaluating the marginal contributions exactly is
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computationally infeasible. In this exercise, we will see how to overcome this difficulty by using sam-
pling : instead of computing the marginal contributions exactly, we will use sampling to approximate
the marginal contributions, and bound the error on our evaluation of the marginal contribution calcu-
lations. We will then consider a modified greedy algorithm which uses approximations of the marginal
contributions and show that the proof we showed in class for the approximation guarantee of the greedy
algorithm for submodular maximization can easily be modified to the case where the algorithm has
bounded errors in calculating the marginal contributions.

a. Consider the following algorithm for sampling the marginal contribution of a node in the Inde-
pendent Cascade model:

SampleInfluence
input: Graph G = (V,E), edge probabilities {pu,w}(u,w)∈E , source node v, sample limit m ∈ N
For i ∈ {1, 2, . . . ,m} :
Realize every edge in (u,w) ∈ E with probability pu,w and set E′ to be the set of realized edges;
Set ri to be the number of nodes reachable (via, say, a BFS search) from v in G′ = (V,E′)

return: 1
m

∑m
i=1 ri

Find the number of samples m required to approximate the influence of a single node v in the
Independent Cascade model within a factor of (1− ε) with probability (1− γ) for some ε > 0 and
γ > 0. To do so, use the following version of the famous Chernoff bound:

Theorem 1. Let X1, X2, . . . , Xm be independent random variables s.t. for every i ∈ [m] we have
that Xi ∈ [0, b], and let X =

∑m
i=1Xi and µ = E[X] then for any δ ≥ 0:

Pr[|X − µ| ≥ δ] ≤ 2e
−δ2
mb2

b. Give a modified Greedy algorithm for maximizing influence in the Independent Cascade model
which runs in time that is polynomial in the number of nodes in the graph and guarantees to find
an approximation of (1− 1

e − ε) with probability 1− δ, for any given ε > 0 and δ > 0. Prove the
bound on the approximation ratio.

4. The Power Law Distribution.

For fixed α > 1, consider the continuous power-law distribution on [x0,∞) defined by the density
function

p(x) =
α− 1

x0

(
x

x0

)−α
Suppose now that you have data consisting of n points x1, . . . , xn. The probability that these
points were drawn from a distribution with parameter α is proportional to

∏n
i=1 p(xi|α). The

value of α for which this quantity is maximized is called the maximum likelihood estimate α̂ for
the parameter. Find an expression for this value in terms of the xi’s.

5. Centrality Measures. In this assignment the goal is to apply data analysis to real social network
data sets and explore some models of node centrality in networks.

Code: You will need to write a few scripts (computer programs) to conduct your analysis and to
create visual plots. You may use any programming language you like. Please attach the source
code of your programs (clearly labeled) to your homework solutions.
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Data: You will need some data sets to perform your analysis. To get you started we’ve posted
social network data sets on the course webpage at:

http://www.seas.harvard.edu/~yaron/SocialDataMining/datasets.html

In addition to these data sets, find a data set of a social network that you would like to analyze.
You may find it online or construct it in some other way; describe where it comes from and how
you found it. Provide a link to your source or to the graph data itself (or attach if not too large).

a. For each data set, plot the degree distribution of the graph. That is, for a graph G = (V,E) plot

the degree d on the horizontal axis and f(d) = |{v∈V :degree of v=d}|
|V | on the vertical axis.

b. For each data set, plot the degree distribution of the graph in log-log scale. That is, for d and
f(d) as above, plot log d on the horizontal axis and log f(d) on the vertical axis. How would you
describe this plot? Can you explain this?

c. For each data set, compute the Harmonic Centrality of every node in the graph and plot these
values in any way you think is informative and reasonable. Using d(u, v) to denote the edge
distance between nodes u, v ∈ V , the harmonic centrality of a node u ∈ V is defined as:

φ(u) =
∑
v∈V

1/d(u, v)

d. For each data set, compute the influence according to the voter model of every node in the graph
and plot these values in any way you think is informative and reasonable. That is, for a fixed time
interval t of your choice, for every u ∈ V compute the expected size of the influenced set when
starting from a single infected node u in the voter model.

e. For each data set, compute the influence according to the pagerank of every node in the graph and
plot these values in any way you think is informative and reasonable. The initial pagerank value
of a node is defined to be 1/|V |. At each time step t, each vertex divides its current pagerank
among its neighbors equally. For a fixed time interval t of your choice, set the influence of a vertex
to be its pagerank after t time steps.

f. Bonus: What are some other graph properties that interest you? Compute them on the input
graphs, if possible. Any comments or observations?
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