
CS 284r: Social Data Mining (Fall 2014)
Problem Set 2

Instructions: Solutions are due on Monday, November 24th, 2014, 11:59:59 EDT. All your solu-
tions should be prepared in LATEX and the PDF and .tex should be submitted to Anudhyan. For each
question, the best and correct answers will be selected as sample solutions for the entire class to enjoy.
If you prefer that we do not use your solutions, please indicate this clearly on the first page of your
assignment.

1. The Word Count Problem In this question, we will get a feel of MapReduce algorithms, by
writing what is perhaps one of the canonical examples of MapReduce algorithms – the word count
problem, defined as follows.

• Input: A list of (non-unique) words W = (w1, . . . , wn).

• Output: A set of tuples 〈wi, ci〉, where wi is a unique word, and ci is the frequency of wi in W .

Recall that the MapReduce paradigm consists of two main algorithmic steps in a single round:1

• map (key k, value v): each mapper function receives one 〈key, value〉 tuple at a time, and
outputs a list of new such tuples. Only constant memory is available to the mapper.

• reduce (key k, list L = {vk,1, . . . , vk,`}): each reducer receives a key, and a list of values,
corresponding to values of the tuples (output by the mapper) with the same key k. Recall that
according to our computational model of MapReduce, the time complexity of each reducer should
be polynomial in the size of L, however the space complexity should be sublinear w.r.t. the entire
input (more precisely, it has local space of n1−ε, for some ε < 1). Also recall that at our disposal
there are at most n1−ε reducers.

According to the MRC model, the total space complexity, over all reducers, should be no more than
O(n2−2ε).

Question: Describe a constant-round MapReduce algorithm that computes the word count of a list
of words L. Assume that the list given to your first mapper as a set of tuples: {〈wi, NIL〉 : wi ∈ L}.
For concreteness, assume that ε = 1

3 .

a. As an easy first step, assume that for each distinct word wi, ci = O(n2/3).

b. Give an algorithm for performing word count that does not place this assumption (hint: random-
ization or a universal hash function can come in handy here).

1In practice, an additional combine step is made available for optimization purposes, but we will disregard in this
problem set.
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2. The top-k frequent words In this part, we will make use of the previous algorithm in order to
perform another important task in data processing: producing the top-k most frequent words. The
formal description of the problem is given below:

• Input: A list of (non-unique) word-tuples: (〈w1, NIL〉 , . . . , 〈wn, NIL〉).

• Output: A length-k list of tuples corresponding to the most frequent words (each tuple contains
a words as the key, and its frequency as the value).

Describe a MapReduce algorithm that outputs the k most frequent words as described above.

3. Influence Maximization in MapReduce. In this question we will consider the task of maximizing
influence in MapReduce, where influence is defined through the voter model. To refresh your memory,
the voter model can be defined as follows. Given an undirected (unweighted, for simplicity) graph
G(V,E) with a self-loop on each node, and a subset S ⊆ V of seed nodes, the influence of S can be
defined as follows. For each node v ∈ V , we let xtv denote the state of node v at step t ≥ 0. Initially,
at step t = 0, x0v = 1 for all v ∈ S, and x0v = 0 for all v /∈ S. The process then unfolds in rounds: at
every step t > 0, each node u selects a single neighbor v ∈ N(u), uniformly at random. It then sets
xtv = xt−1u . Let ft(S) = E[

∑
v∈V x

t|x0 = 1S ], where 1S is the identity vector of the set S (i.e., ones in
the entries corresponding to nodes in S, and zeros in all other entries). That is, ft(S) is the expected
number of “infected” nodes at step t, for the seed set S. It is easy to see that the process is Markovian:
the probability state vector xt at step t depends only on the state vector xt−1.

Question: Describe a constant-round MapReduce algorithm that with high probability returns the
k most influential nodes according to the voter model for t = Ω(n5). The following well-known fact
should be useful: for any random walk of length at least n5 in a graph with a self-loop on each node,
the probability of arriving at a node v ∈ V is (1 + o(1/n2))dv/2|E|, where dv denotes the degree of v.

4. Finding Dense Subgraphs. Let G(V,E) be an undirected graph, ε > 0 be a positive accuracy
parameter. For a given set of nodes S ⊆ V we will use e(S) to denote the set of edges that have both

endpoints in S. Also, let ρ(S) = e(S)
|S| be the density of a set of vertices S ⊆ V . For some node u ∈ S,

we will use degS(u) to denote the number of neighbors of u in S. We are interested in maximizing ρ(S)
over all possible subgraphs S ⊆ V . Consider the following algorithm:

Algorithm 1 FindDenseSubgraphs

1: Set S ← V, ρ∗ = ρ(V )
2: while ρ(S) ≥ ρ∗ do
3: A(S)← {u ∈ S : degS(u) ≤ (2 + 2ε)ρ(S)}
4: S ← S\A(S)
5: ρ∗ ← max{ρ∗, ρ(S)}
6: end while
7: return S

a. Prove that in each round A(S) 6= ∅.

b. Provide a MapReduce implementation of the above algorithm (pseudocode) and prove that it
terminates in O(log1+ε(n)) rounds (hint: what fraction of the vertices is being removed from the
graph?).

c. Show that the algorithm provides a (2 + 2ε)-approximation to the densest subgraph problem.
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5. Online Submodular Maximization. In class we saw a streaming algorithm for maximizing mono-
tone submodular functions. In this question we will be interested in an online algorithm for maximizing
monotone submodular functions. The online model is defined as follows. A set of elements {a1, . . . , an}
arrives at some random order (i.e. all permutations of {a1, . . . , an} are equally likely). As each element
arrives the algorithm can either take the element or reject it, and the decision is irrevocable. That is,
after the algorithm decided on whether it takes the element or rejects it, it cannot change its deci-
sion. The algorithm is not restricted in memory, and at every stage when a new element arrives, the
algorithm can perform a polynomial-time routine to decide whether to accept or reject the element.
Assume the algorithm has access to an oracle, s.t. for every set S the oracle returns f(S). Given a
budget k ∈ N the goal is to take k elements in a manner which optimizes f(S) in expectation over
the randomization of the algorithm and the random arrival order of the elements. We will say that
an algorithm is an α−approximation if in expectation it returns a set S s.t. f(S) ≥ αf(S∗), where
S∗ = argmaxT :|T |≤kf(T ).

a. Given a set of elements N , let S be a random subset of 2N , i.e. S is a set selected at random
from the set of all possible subsets defined on N . Prove that every element a ∈ N is a member
of S with probability 1/2.

b. Let σ be a random permutation of N , and let t be selected uniformly at random from N . Prove
that the first t elements of σ are a random subset of 2N .

c. Give a constant factor approximation for maximizing the function f(S) = maxa∈S f(a).

d. Give a constant factor approximation for maximizing the function f(S) = |S|.

e. Give a constant factor approximation for maximizing an additive function, i.e. f(S) =
∑

a∈S f(a).

f. Give a constant factor approximation for maximizing a monotone submodular function.

3


