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1 Overview

We spent the last lecture introducing Part 2 of the course, in which we are going to discuss the
concept of information dissemination. In contrast to Part 1, where we examined algorithms for
effectively retreiving information from a network at the lowest cost, here we want to identify so-
called “influence maximizers” in a network and see how we can disseminate information widely at
the lowest cost. For instance, a marketing company may want to identify particular people with
whom to “seed” a campaign.

Last class, we went over the voter model, in which each node adopts the opinion of one of their
neighbors with some constant probability. In this class, we examine the Independent Cascade
(I.C.) model as well as the Linear Threshold model. Influence maximization in both of
these models is NP-hard. Therefore we examine some approximation algorithms that can run in
polynomial time with a reasonable degree of accuracy.

Finally, we discuss submodular functions which will be useful in analyzing greedy approximation
algorithms.

2 Models for Information Dissemination

2.1 Independent Cascade (I.C.)

A graph G where each edge (u, v) ∈ G has an activation probability assigned to it Pu,v ∈ [0, 1].
Then node u is “activated” at time t with probability

1−
∏

w∈N(u)

(1− Pu,w|w is activated at t− 1)

The probability inside the product is the probability that u does not get activated by w given
that w was just activated. We take the product of that number over all neighbors of u to find the
probability that u is not activated at time t, and then take the complement of that probability.

2.2 Linear Threshold (L.T.)

A graph G where each edge (u, v) ∈ G has a weight wu,v ∈ [0, 1]. We assume that for each node u,
the sum of the weights of all its edges is at most 1:∑

w∈N(v)

wu,v ≤ 1
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A node is only “activated” if enough of its neighbors are activated. To achieve this, each node has
a threshold tu which is chosen uniformly at random from [0, 1]. Then u is activated, or influenced,
if and only if ∑

v∈N(u)

wu,v ≥ tu

3 Influence Maximization

Our goal is to maximize the expected number of nodes that are influenced given some budget K.
In other words, after t time steps, we want to identify the set of nodes S that satisfy:

S = arg max
|T |≤K

f t(T )

for some influence function f : 2V → R+.

Theorem 1. In both the I.C. and L.T. models of information dissemination, influence maximiza-
tion is an NP-hard problem.

Proof. For I.C., we use a reduction from the known NP-hard problem of set cover.

Definition 2. Set Cover (K, d): Given subsets T1, T2, . . . , Tn ⊆ U , is there a family of sets of
size K such that ∣∣∣∣ ⋃

i∈F
Ti

∣∣∣∣ ≥ d

Given an instance of set cover, we can construct an instance of the influence maximization problem
with our I.C. model, where we define a graph with vertices that contain the entire universe U as well
as a node for each of the subsets Ti. Furthermore, the edges in our graph are simply edges between
each node that represents one of the Ti and each node in the universe that it covers. Each node
has probability 1. Then finding the family of sets that solve the influence maximization problem
with some budget K is the same as identifying whether there is a family of size K that covers d
elements in the universe.

For L.T., we use a reduction from the known NP-hard problem of vertex cover.

Definition 3. Vertex Cover (G, k): Given an undirected graph G, is there a vertex cover of size
k? A vertex cover is a subset S of the vertices such that all edges in G are incident to some node
in S.

Given an instance of vertex cover, for each edge construct a directed edge in both directions. For
each vertex v, give all of its out-edges weight 1

d(v) . If there is a vertex cover of size k, then that

seed set of k nodes definitely always activate all nodes in the graph (because each vertex is either
in the vertex cover, or all of its neighbors are in the vertex cover).

On the other hand, if there is no vertex cover of size k, then we cannot always activate all nodes
in the graph: For any seed set of size k, there will be an edge neither of whom’s endpoints are in
the seed set. So both of those vertices have a less-than-1 probability of being activated.
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Thus, there is a vertex cover of size k if and only if the maximum expected influence of with budget
k is exactly n (all the nodes in the graph).

Definition 4. An algorithm is a g(n) approximation if

f(S) ≥ g(n) ·OPT

where S is the approximate solution returned by the algorithm, OPT is the optimal solution, we
have a maximization problem, and g(n) ≤ 1.

An example is maximal matching under inclusion for the vertex cover problem. A matching is a
set of edges in the graph that do not share any vertices. A maximal matching is one in which if
any edge is added to the matching, it will no longer be a matching, i.e., it is not a strict subset of
any other matching in the graph.

Theorem 5. The collection of vertices incident to some edge in any maximal matching for a graph
G is a 2-approximation for the vertex cover problem.

Proof. Suppose we have a maximal matching; call its set of edges E. The set of endpoints of edges
in E is a vertex cover because, if there were an edge in the graph not incident to any of these
endpoints, then we would be able to add that edge to E to get a larger matching (so E could not
have been maximal).

To show it is a 2-approximation: Every vertex cover (including the minimum one) must contain at
least one endpoint of e, for all edges e ∈ E. (Otherwise, some edge e is not covered.) And since it
is a matching, none of these endpoints overlap, so the minimum vertex cover has size at least |E|.
If we take both endpoints of every edge, we have a set of vertices of size exactly 2|E|, which is no
more than twice as many vertices.

4 Submodular Functions

Submodular functions are helpful in analysing some greedy approximation functions. Intuitively,
a submodular function is a concave function, i.e. as its input increases, the marginal difference of
the function value acting on that input decreases.

Definition 6. A function f : 2V → R is submodular iff for S, T ∈ 2V where S ⊆ T , and j ∈ V :

f(S ∪ {j})− f(S) ≥ f(T ∪ {j})− f(T )

A simple example of such a function is

f(Sj) =
∑
i∈S

ri

where r1 ≥ r2 ≥ r3 ≥ . . . . ≥ rn and Sj = {r1, . . . , rj}.

Theorem 7. The coverage function is submodular: For T1, . . . , Tn ⊆ U ,

f(S) =

∣∣∣∣ ⋃
i∈S

Ti

∣∣∣∣
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Theorem 8. Proof. If we have a set S of (say) vertices, they cover some set of edges; and adding a
single vertex v adds all that vertex’s edges to vertices not in S. If we now have a set T with S ⊆ T ,
then adding v adds all of v’s edges to vertices not in T ; this is at most as many as before.

Submodularity is closed under addition and scalar multiplication. In other words, for submodular
f, g and non-negative scalar contants c, d, then cf(·) + dg(·) is also submodular.

Proof. By the definition of submodularity,

f(S ∪ {j})− f(S) ≥ f(T ∪ {j})− f(T )

g(S ∪ {j})− g(S) ≥ g(T ∪ {j})− g(T )

then simply multiplying by c, d gives us

cf(S ∪ {j})− cf(S) ≥ cf(T ∪ {j})− cf(T )

dg(S ∪ {j})− dg(S) ≥ dg(T ∪ {j})− dg(T )

Adding the two inequalities gives us that cf + dg is also submodular.
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