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1 Overview

In the last lecture we discussed Kleinberg’s model for social networks, with given parameters k, ` and α:
Start with a 2D lattice of n x n nodes; each node is connected to all nodes on the lattice who are within
lattice distance k. Every node has ` long-range connections chosen randomly with probability inversely
proportional to the lattice distance between the nodes. Specifically, a node u is connected to another node v

through a long-range edge with probability Pr[u→ v] = d(u,v)−α∑
w 6=u d(u,w)−α , where d(u, v) is the lattice distance

between nodes u and v and α is a parameter of the model, and u→ v denotes the event that u is connected
to v through a long range link. As discussed in previous lectures, we are interested in models where the
degree of every node is a constant, and we can therefore think of k and ` as constants.

Kleinberg’s result differs from the Watts-Strogatz’s one in that it explains not only how short distances exist
in the graph, but that one node can communicate with another without knowledge of the graph structure.
That is, nodes can reach one another using a local routing protocol.

In this lecture we will prove the main result which is that in Kleinberg’s model there is a unique value for
the parameter which generates random links α s.t. there exists a local routing protocol which finds a path
between every two nodes within O(log2n) steps.

2 The Main Result

Recall that a local protocol is one where every node u knows the grid and the target’s location. However, u
does not know others’ long range links, it only knows its immediate neighbors’ links. The delivery time of a
protocol is the average length of any source-destination path in the network.

We will now prove the main theorem.

Theorem 1. For α = 2 there exists a local routing protocol with Θ(log2 n) expected delivery time, even
when k = ` = 1. Furthermore, α is unique: for any other values of α any local routing protocol requires a
polynomial (in n) delivery time, for any constants k and `.

We will first prove that when α = 2 the delivery time is Θ(log2 n). We will then sketch the proofs for the
cases in which α < 2 and α > 2, showing it requires a polynomial number of steps to find a source-destination
path. We will prove all the results for k = ` = 1, though they trivially extend to any constants.

Recall that in the previous lecture we proved the following properties of the model:

1. For any node u, the number of nodes that are distance exactly d from u is Θ(d).

2. For any node u, the number of nodes that are distance at most d from u is Θ(d2). This set {v|d(u, v) ≤
d} is called the ball of radius d around v.

3. For the case in which α = 2 we have that Pr[u→ v] = Θ(d(u,v)
−2

logn ).
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2.1 Proving the upper bound

Consider the following protocol:

while u not equal to t:

set v = argmin {d(v,t) | v is a neighbor of u}

forward message from u to v

set u = v

The main idea behind the proof is the following. After log n steps in expectation, the remaining distance to
the target is halved. It will keep doing this until it reaches the destination. Since the distance is at most
O(n) between a source and a destination, after halving the distance O(log n) times the message will reach
its destination. This is where the log2 n comes from. We’ll prove this next.

We say that the Algorithm is at phase j if the message is held by u s.t. 2j < d(u, t) ≤ 2j+1. We will let Xj

be the random variable denoting the number of steps at phase j.

Lemma 2. E[Xj ] = O(log n)

Proof. Let u be a node on the lattice and suppose the algorithm is at phase j. First, note that for 0 ≤
j ≤ log(log n) the algorithm will spend at most log n steps in phase j since it will reach the target within
O(log n) steps.

So we will now consider the case in which j ≥ log log n. Define ball Bj = {v|d(v, t) ≤ 2j}. We want to know
what is the probability that if we are outside Bj , that we will jump through a random link into Bj . That
is, that our beloved node u has a random link into Bj . We will abuse notation and write u → A to be the
event that u has a link to a node in the set A, and we will use v∗ to denote the node that is the furthest
away from u in Bj , that is v∗ := arg maxv∈Bj d(u, v). Then:

Pr[u→ Bj ] ≥
d(u, v∗)−2∑
u6=v d(u, v)−2

|Bj | = Θ
(d(u, v∗)−2

log n
|Bj |

)
Each vertex in Bj is at least as likely to be jumped to as v∗, and there are |Bj | of them, and the equality is
due to the third property above. Using the second property, we have that |Bj | = Θ(22j).

By triangle inequality,
d(u, v∗) ≤ d(u, t) + d(t, v) ≤ 2j+1 + 2j ≤ 3 · 2j

Putting everything together we have that:

Pr[u→ Bj ] ≥
d(u, v∗)−2∑
u6=v d(u, v)−2

|Bj | =
(3 · 2j)−2 · 22j

log n
= Θ

( 1

log n

)
.

Finally:

E[X] =

∞∑
i=1

Pr[Xj ≥ i] ≤
∞∑
i=1

(
1−Θ(

1

log n
)
)i−1

= Θ(log n)

Using the lemma above we can now easily complete the proof. Let X be the random variable denoting the
number of steps the algorithm takes before reaching its destination. Since the distance between any two
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nodes is at most O(n), there can be be at most log n phases the algorithm can be in. Therefore, from the
above lemma and linearity of expectation we have:

E[X] =

logn∑
j=1

E[Xj ] = Θ(log2(n))

which proves the upper bound.

2.2 Proving the lower bounds

We will now prove a lower bound for the case of α = 0. One of the questions in the problem set will be on
proving the lower bound for α < δ.

Claim 3. When α = 0, any local routing protocol requires a polynomial number of steps to reach t.

Proof. When α = 0, for all vertices v, Pr[u → v] = d(u,v)0∑
u6=v d(u,v)

0 = Θ
(

1
n2

)
. Consider a ball B around the

destination vertex t. Let’s choose the radius of B to be n2/3. By our second property, the number of vertices
in B is |B| = Θ(n4/3). Thus, Pr[u→ B] = Θ

(
1

n2/3

)
.

Now, consider the first δn2/3 steps of the algorithm for some small δ ∈ (0, 1). In expectation only δ of the
nodes we’ve visited have long range links to B. Recall Markov’s Inequality: for any random variable X and

value a we have that Pr[X ≥ a] ≤ E(X)
a . So, by Marov’s inequality, from that fact that in expectation on δ

nodes have long range links to B we get that with constant probability no nodes have long range links in B.
So then, with constant probability, any local routing protocol must traverse the lattice links which requires
Θ(n2/3) steps.

We will now sketch the proof for the case where α > 2 which will complete our proof of the main result.

Theorem 4. When α > 2 the expected number of steps any local routing protocol takes is polynomial in n.

Proof We will prove that when α > 2, the network is such that the probability of having random links that
are “long enough” is low. For some given length m we can compute the probability of having a link of length
m is polynomial in m.

Pr[u has link at length m] = Θ(m · m−α∑
u6=v d(u, v)−α

) = Θ(
m1−α∑

u6=v d(u, v)−α
) = Θ(m1−α).

This last step is shown as follows. To compute
∑
u6=v d(u, v)−α, we’ll change it into a sum over the vertices

at distance one from u, plus the vertices at distance 2 from u, and so on. At each distance d from u, there
are Θ(d) vertices (by property 1). So we get:

∑
u6=v

d(u, v)−α = Θ(

2n−2∑
d=1

d · d−α) = Θ(

2n−2∑
d=1

d1−α).

But since α > 2, d1−α = 1
dc for some c > 1, and this sum always converges to a constant no matter how

large n is. So
∑
u 6=v d(u, v)−α = Θ(1).

So we have shown that the probability of having a link at length m is Θ(m1−α). Thus, the probability of
having a link at length ≥ m is:
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Θ

(∫ 2n

x=m

x1−αdx

)
≤ Θ

(∫ ∞
x=m

x1−αdx

)
= Θ

(
1

α− 2
m2−α

)
= Θ

(
1

mα−2

)
.

So let’s consider the first n
α−2
α−1 steps of the algorithm, and consider the chance that some node in those steps

has a link of length at least n
1

α−1 . (We are picking these constants because the math works out! As we will

see.) For each node, the chance is at most Θ

(
1

n
α−2
α−1

)
, so by a union bound, the chance that any of them has

a link this long is at most Θ(1), meaning we can pick constants so that this probability is a small constant.

So with constant probability, we take n
α−2
α−1 steps with each of length at most n

1
α−1 , for a total lattic distance

traveled of Θ
(
n
α−2
α−1+

1
α−1

)
= Θ

(
n1
)
, meaning we can pick constants so that the total distance traveled is,

say n
4 with constant probability. That means our expected distance traveled over all runs of the algorithm

must be at least a polynomial in n.

Bibliography

The small-world phenomenon: An algorithmic perspective. Jon Kleinberg. Proc. 32nd ACM Symposium
on Theory of Computing, 2000.

4


